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Introduction

The purpose of this paper is to provide DoD Logistics IS personnel and contractors, who support Logistics systems, with a set of guidelines regarding the planning, design, implementation and operational support for Business Intelligence (BI), Data Warehouse, Data Marts tools and processes. 

Background 

DoD has spent billions of dollars (over many years) capturing, storing, and maintaining information about its operations, vendors, personnel and countless other elements of its enterprise.  Because this information is often scattered across the DoD enterprise in disparate legacy, operational, transaction-oriented data repositories, the majority of the organizations in DoD are unable to use it for more than day-to-day transactions and record keeping.  DoD is unable to unleash the information that could provide it with the information advantage necessary for the success of the warfighter.  With the right information feeding its decision-making processes, DoD’s personnel would have the opportunity to be aware of and analyze the subtle as well as major trends that are continuously reshaping its enterprise.  Business Intelligence, Data warehouses, data marts, and their associated processes and tool suites are helping organizations to solve this problem.

Topic

The DoD Logistics community is implementing Business Intelligence, Data warehouses, and Data Marts to meet business requirements. In an effort to promote interoperability, these systems need to be viewed from a consistent architectural perspective.   This document outlines that perspective in the following manner:

· Definitions

· Planning

· Architecture Design

· Implementation & Maintenance

· Summary of Guiding Principles

Definitions

· Business Intelligence  - provides analysis of end-user access to data and  information. Today’s technology categories include executive information systems (EISs), decision support systems (DSSs), query and reporting tools and multidimensionality—also known as online analytical processing (OLAP).
· Data Warehouse – a subject-oriented, integrated, non-volatile and time variant collection of data in support of management decisions. The purpose of a Data Warehouse is to collect and compile data from one or many systems into one source that can be indexed, queried and extended. The data warehousing involves the design and creation of physical and logical database structures intended specifically for user access and analysis and the extraction, transformation, consolidation and quality improvement of data to form an information resource rather than raw data. Some of the characteristics of a good foundation for both business intelligence and data mining are:

· DWs have more than one data source

· Data is transformed into a structure independent of the source system

· DWs are not “archives” of online systems.

There are many components of a Data Warehouse schema. A good data warehouse schema consists of RDBMS, (relational database management system), OLTP (Online Transaction Processing), OLAP (Online Analytical Processing) systems, ODS (Operational Data Store) and DSS (Decision Support Systems) The construction of a data warehouse requires four basic steps:

1. Extract data from authorative source or transaction systems (OLTP).

2. Manipulate imported data to generate reports.

3. Make reports accessible to decision-makers.

4. Maintain the integrity through rigid process and procedures 

· Data Mart – a subject area stand alone summary of information. In many cases they have very little or no Meta Data repositories. In most cases the Data Mart is an extricated view of the EDW. This would make the Data Mart dependent, which is preferred over an independent Data Mart. In an Independent Data Mart, the data integrity is poor since it does not conform to any central data warehouse standards or procedures.
Data Marts are inflexible, non-extensible and designed around a specific data model and specific line of business (LOB). Data Marts are focused slices of data created to support strategic business intelligence (BI) needs. Some of the characteristics are:

· DMs typically have only one data source (recommended) 

· Data is not transformed significantly from its source structure

· DMs are not “archives” of online systems

· Data Mining:  Data mining is the process of discovering meaningful new correlations, patterns and trends by sifting through large amounts of data stored in repositories, using pattern-recognition technologies as well as statistical and mathematical techniques.
· Operational Data Store (ODS) – An ODS is a staging area for data in the classical schema. ODS in an advance schema is used as a central data repository detailed with transaction data and can be a source for direct queries. In this schema the Data warehouse pulls the data from the ODS and in some cases so will an independent Data Mart. The advantage of an ODS is the non-cost to the OLTP CPU when data is replicated. In the case of a very large system, the role of the ODS is essential to a true EDW operation. 

· Data Extraction and Transformation Tools:  Data extraction and transformation tools are products that extract, convert and transform data from a database management system (DBMS) and prepare a load file for a target DBMS, the DW or DM  

· Data Cleansing Tools: Data cleansing tools are products that identify and correct inconsistent or poor data in the warehouse.  Data re-engineering, data analysis and name-and-address integrity products are considered data cleansing tools

· DW Administration:  Products that assist in warehouse administration, including metadata management, performance monitoring, user analysis, and chargeback activities.  Metadata management products include those that assist in the storage and management of information about the organization, relationship, history and business rules of data that resides in the warehouse.

· Metadata: Metadata is data that describes the data and usually constitutes another database.
· OLTP: Short for “Online Transactional Processing”. Examples of an OLTP are SAP, Oracle Financials, Peoplesoft, airline ticketing systems and bank transaction systems. 
· OLAP:  Short for “Online Analytical Processing” related to the use of multidimensionality for business intelligence and decision support. OLAP applications often require reading and processing large amounts of data, either historical or forecasted. Applications are usually read-only rather than write/update-oriented.  OLAP enables end users to do sophisticated business analysis primarily by providing three key capabilities:

· Slice-and-dice: The ability to look at the business from any dimension and to rotate (pivot) to a different slice 

· Drill-down: Going to greater levels of detail, if necessary as far as the original OLTP data 

· Roll-up: Aggregating data to go to higher levels of consolidation.
Planning & Building Critical Success Factors into the Plan

In many cases, cutting corners results in implementations that fall short of goals and objectives, and quite possibly, will eventually increase costs. Failing to prepare is preparing to fail, or at least spend more. Financial and staffing resources need to be committed to the DW and BI efforts. Enterprises must initially understand the technical and business requirements, which will put them in the best-possible position when taking the projects from planning to execution. 

Building a successful DW to support BI requires close attention to the quality of the data used in analysis. Many users become disenchanted with BI if the data is suspect and will end up with less-than-desired value from implementation efforts. Data quality is more than a technology problem. It is primarily a business issue, a problem that enterprises often do not recognize. Enterprises must identify a data quality methodology and incorporate it into the planning process. As part of an overall methodology, improving data quality can affect not only BI by enhancing the value of the analysis performed, but also the data used by operational applications. 

Before you can construct an EDW, pre-planning critical success factors must be identified. When these are clearly defined the “build” phase success factor grows exponentially. The critical points in the pre-planning phase are:

· Clear focus on the business and its processes (re-engineered if needed). 

· Business sponsorship

· Short term value and plan

· Long term strategic vision

· Choosing the “best qualified” leader

· Agreed upon effective communication

· Providing new capabilities

· Partnership planning

All these points are present in every successful EDW implementation. These are business critical points and not technical points. The technical needs will follow as a result of these business needs.

Clear Focus on the Business and its Processes

Before constructing an EDW, you must align the EDW with the company’s business strategy.  Many failed EDWs can trace their roots back to this “overlooked”, fundamentally simple concept. Misconceived alignments can cause inadequate business support, lack of funding and ultimately stagnation or even failure if it can not be realigned to the business’s strategic vision.  A successful EDW begins after the business benefits have been defined, supported and active corporate sponsorship has been acquired.    

Business Sponsor 

Once there is a well-mapped alignment, a Business Sponsor will be easy to find. This business sponsor will be a non IT entity that has a vested interested that could not be served by current application and expects a ROI in the EDW deployment. This sponsor will not only provide funding but human resources and business domain knowledge.  

Long-Term Vision

This is where a “roadmap is produced” on the strategic vision of the EDW. As in any vision, “as is” and “to be” views should be produced at a high level that coincides with the strategic business vision.  

Short-Term Plan

The Operational Views (OV) that the EDW is supporting should be documented and compared to the “near term to be” OV that the EDW will help shape and then map back to the long term vision. This will support the tactical plan of an EDW. All short-term deliverables (3 to 18 months) are outlined and vetted. This will keep the project team and sponsors in sync on the expectations and deliverables. The outline can also help in the development of a business case which will be needed for proper funding. 

Choosing the “best qualified” leader

Good project management is a critical success factor for any EDW project.  The ‘best qualified’ project managers have proven experience from another EDW project of like size, scope and complexity.  If hands on EDW experience is not available the candidate must, at least, have managed a project of like size and complexity.  Look for project managers with proven leadership skills, professionalism, managerial skills, and technical skills (from a system and project management perspective) as these will make the ‘best qualified’ resources. (See Appendices a)

Effective Communication

Communications are fundamental to starting, implementing and successfully building an EDW. The user community will determine the EDW function. The user will also help determine that the application meets their needs as a community during and after the project is completed. An EDW can not be created in a vacuum. The user group must be an intricate part of the process. At minimum, a weekly status meeting and representation from the user community as part of the project team is preferred.

Reasons a Data Warehouse Implementation can Fail

Implementation of a data warehouse is not easy, and those that fail do so for some of the following common reasons:

No high-level manager devoted full-time to the project: 

Not having an individual from high-level management in charge of the project causes the data warehouse implementation to suffer from perceived lack of importance.  Many organizations place a database administrator as the project lead. This individual does not have the influence across different organizational areas and with upper management, and lacks enterprise-level direction. Additionally, it’s essential to gain commitment from the executive management team for the data warehouse implementation.

Neglected or insufficient planning: 

Many organizations ignore planning for an infrastructure that will support a flexible, staged data warehouse implementation. This infrastructure is required to support dynamic and currently unknown application requirements.  Organizations need to understand the differences between strategic deployment and strategic use of information, as well as to plan the investment level in BI and data warehouse implementations.

Lack of expertise available internally or via service provider: 

Organizations must recognize whether they have the expertise to perform a data warehouse implementation. If the expertise does not reside internally, active hiring or utilization of a systems integrator or consulting firm is necessary. These firms should go through a rigid set of interviews on experience of the firm and on the personnel that will be on the project. A third party firm should be used for the selection if the organization does not have the experience to perform due diligence on selecting an integrator.

Underestimation of required resources for implementation: 

Many organizations think other organizations are implementing a data warehouse and that it is easy to do, so they underestimate what it can take. Dedicated resources are required through deployment for a data warehouse project. Implementation efforts must have corporate commitment and support of operational application support teams. This can help reduce resource requirements, as these support teams know the source databases and applications best, providing the assistance for the data movement piece of the project. 

Neglecting to perform total cost of ownership (TCO) analysis: 

A thorough TCO analysis is critical before, or early in, the implementation to determine the real costs that are involved — implementation as well as operations costs.  Performing this analysis helps mitigate the need to re-engineer an entire infrastructure at its end stages, and eliminates substantial cultural resistance and resistance to funding the implementation. 

Architecture Design

Logical Data Warehouse Architecture Concept

The data warehouse concept represents a logical architectural approach to extracting operational data and transforming it into consistent, clean snapshots of historical information designed to support business decision-making processes (i.e., Business Intelligence.)  Data marts should be considered as an extension or component of the overall data warehouse architecture.  Information system architects should not treat data marts as decision support tools that are independent of a data warehouse.  This is not a good practice and could quickly turn in to an unmanageable situation. 

The following figure represents a logical data warehouse architecture model.  This diagram is used as the basis for the subsequent data warehouse architecture discussion. 

Figure 1. Logical Data Warehouse Architecture Concept
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As you view this model from a “big picture” perspective the data flows from the day to day transaction-oriented (OLTP) systems through the data warehouse and into the department-level or line of business (LOB) data marts.  The decision support applications are tailored based on business requirements and act as the user front end to the data marts.  The decision support applications are often jointly referred to as business intelligence systems.  Also, in theory, the resulting business decisions could have an impact on the day to day operations thus requiring changes in the originating operational applications.  The operational systems and the data warehouse environments are generally controlled by the information systems (IS) organization while the data marts and decision support systems can be controlled by the individual business units (e.g., non IS personnel).

Given that this architecture spans many types of systems with varied designs, complexities, and owners, it is essential that some overarching controls be put into place.  These controls are in the form of processes, tools, and metadata.  Metadata is the data about the entire data warehouse architecture including the operational and decision support applications.  Each component of the architecture has its own metadata and needs to be combined and synchronized with the other metadata stores to form the overarching metadata.  This is a critical part of any data warehouse implementation.

The originating operational systems have several interesting characteristics.  Generally, they are legacy systems with niche databases optimized for real-time transaction-oriented environments.  Frequently their databases are pre-relational in structure (i.e. IMS, VSAM) and have not been designed to support the data warehouse architecture.  These systems are considered to be un-integrated (e.g., not integrated into a data warehouse architecture).  As more and more businesses adopt the data warehouse architecture they are integrating their operational systems into the new environment.  External data stores can also contribute data to the data warehouse.  These systems are outside of the corporate enterprise and are not controlled by the in-house IS department. 
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To begin the process, data is extracted from the operational and external systems using homegrown and commercial tools.  The data is extracted using the guidelines established by the data warehouse’s data model.  This data model reflects the business’s requirements for information and continues to evolve as the business’s needs change.  The extracted data is stored in an Operational Data Store storage area and only contains the current transactional data. The Meta data is created at the time of the extraction and linked to the data. The data is then transformed prior to loading it into the data warehouse.  The data is cleansed of data elements that are not necessary for the data warehouse and the data is normalized to remove any unnecessary search indices.  The data is then transformed into a schema designed for the data warehouse.  The Star, Snowflake, and Starflake are well-known data warehouse schemas.  All three schema types are based on the concept of the fact and dimension tables.  The fact table contains the company’s reference data, which are at the core of the business’s processes, are stable, and will change very little over time.  The dimension tables contain the data that provide the contextual views of the reference data in the fact table.  The following is an example of a Starflake schema using the fact and dimension tables.
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Figure 2. Star Schema
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Source: Data Warehousing In The Real World

The Star schema is by design denormalized.  The Snowflake schema uses a normalized approach and the Starflake is a hybrid of the two.  The Starflake is the probably the most appropriate schema for supporting decision support data warehouses.
  Also, during the transformation some of the operational data are summarized in to “summary” records and are stored with the desired detail data in the data warehouse repository.  The data is then loaded into the data warehouse repository.  

There are a few logistical and process oriented considerations. The volume and frequency of the data that is extracted from the operational systems and loaded into the data warehouse is a major factor.  Operational systems usually have very specific windows of opportunity and require adequate resources to be in place to ensure that timely and accurate transformations are conducted.

Four Layers Required in a Data Warehouse

There are four layers within a Data Warehouse:

· Data Provider

· Service Provider

· Information Provider

· Data Warehouse Management

Figure 3.
 Four Layers Required in a Data Warehouse
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Data Provider Layer

The Data Provider layer is the access point to the data sources. The primary task is to provide a conduit and to build a subject-oriented data analysis models. The data is extracted, transformed and transported from the data sources.  Through this process the data also is qualified, manipulated and sent to the data warehouse. Another function is the extraction of the Meta Data (data about data) at this layer which is a key component. The key services the Data Provider Layer performs are:

· Data Transport

· Data Transformation

· Data Cleansing

· Data Extraction

· Subject Models

Service Provider Layer

The Service Provider layer manages and distributes data objects across the enterprise to support business intelligence in a controlled and secure fashion. Data is transformed for a specific data analysis such as drill down analysis and “canned” reports. Analytic techniques are applied at this layer. The Service Provider layer is one of the most complex in the EDW architecture. The key services are:

· Analytical Applications Integration

· Data Distribution

· Data Profiling

· Data Partitioning

· Information Authoring

· Data Consolidation

· Data Staging

· Data Storage

Information Consumer Layer

The Information Consumer layer accesses information objects from an EDW. At this layer the information is delivered in many forms, some simple such as a list and many complex such as carts and graphs. Information presentation to other systems is also made at this layer through APIs, middleware integration and other standard interfaces. Large data volume processing is key to a robust information layer. The key services are:

· Information Presentation

· Search Engines

· End User Data Synchronization

· Data Conversions

· Information Access Interfaces

· Information Profiling

· Global Catalogs

· Information Delivery

Data Warehouse Management Layer

The Data Warehouse Management layer manages all data objects in all layers. This layer also monitors, fine tunes, schedules and does data bases operations and component problem tracking (logging) /analysis globally. The key services are:

· Governing Services

· Track Resources Utilization

· Audit and Control

· Scheduling

· Client Profiles

· Multi-Tiered Models

· Warehouse Operations

· Source/Target Management

· Data Dictionary

· Development Management

· Security

· Metadata

Technical Considerations in Constructing a Data Warehouse 

As a global 24 x 7 EDW system there are many challenges. Data is more than ever disseminated not only within the confines of a corporation but to the entire enterprise, partners and end customers. 

Here are the key things to consider:

· Security

· Reliability/Availability

· System upgrades without Disruptions

· Scalability

· Global catalog

· Metadata Management

· Manageability

Figure 4.
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Security

Security is no longer defined by a position, but by a person’s function. Roles based and profile security makes for a robust security environment. It allows for the many roles an individual may have due to the function of the position whether internal or external. 

Reliability and Availability

Reliability and availability are key to a successful EDW. Key Performance Indicators (KPI) must be agreed upon in the planning stages. 

Upgradeability

For a 7x24 EDW upgradeability must not be overlooked. The EDW must be able to be upgraded without interruption on mission critical systems such as the DOD. Software upgrades, hardware upgrades, function enhancements and new function capabilities should be done interruption to the out users. Certain latency is expectable during some upgrades.    

Scalability

Scalability is one of the most challenging facets to plan for in an EDW. Three things to consider are large amounts of data, the number of users and the type of users (individuals or other systems such as dependent data marts). An EDW can consume 4 to 5 times much network bandwidth as a comparable OLTP system. 

Global Catalog

Global Catalog is used in a global information schema. Most catalogs are created to support an individual Data Warehouse. With a Global Catalog users can search for data across the enterprise without knowing where the data is located or stored.

Metadata Management

 Metadata management is one of the key components in data quality. Metadata is information about the data such as data source, data type, content description, usage, derivations and transformation rules, security and audit control attributes. Metadata must be made accessible to developers and end users. An example of this is the look up of definitions and calculations so they can be referenced for the proper usage of the data by the individuals. A well managed Metadata results in good clean quality data.

Manageability

In a classical schema, managing a Data Warehouse is simple. But in the cases of an EDW, objects may reside and be distributed across the enterprise. This is a challenge for today’s EDW implementations. When selecting a vendor/software, question must be asked “How does the software management component handle the challenge of distributed objects across the EDW”.  

ERP, Data Warehouses, and the Enterprise Architecture

ERP vendors are increasing the pressure to use their Data Warehouse (DW) offerings by adding applications that simply require the DW. ERP DWs are quickly becoming the preferred means for delivering operational reporting, which traditionally was the domain of the ERP package. Therefore, many enterprises whether they already have custom DWs or not, will be forced to deal with ERP DWs in one manner or another. Enterprises may already have two or more ERP DWs (e.g., if they use PeopleSoft and SAP). Other enterprises have already deployed multiple custom DWs. These situations complicate the issue; however, there are five basic implementation strategies for ERP DWs:

1. Use the ERP DW as the corporate DW.

2. Use a custom DW without an ERP DW.

3. Use the custom DW and the ERP DW as peers.
4. Have the custom DW feed the ERP DW.

5. Have the ERP DW feed the custom DW.

Each strategy can be valid, if a number of conditions are met. The more conditions that are met (to be weighed by the enterprise), the more valid the strategy.
The ERP DW Becomes the Corporate DW

An ERP DW can function as the corporate DW or replace a current custom DW (see Figure  5). This makes the ERP DW the sole source of data analysis and reporting for the enterprise, which can be a feasible strategy if the DW requirements closely match the "sweet spot" of the ERP data warehouse:

· The ERP system is the dominant source of data (the most-important master data and the majority of the transaction data come from the ERP system).

· To meet the "bread-and-butter" business requirements (e.g., standard financial and sales reporting), a substantial subset of the preconfigured content is usable.

· The objective of the DW is to broadly distribute management reports and perform repetitive analysis (as opposed to exploratory analysis).

· The enterprise plans to deploy the ERP vendor's BI applications as well.
· The ERP package has not been extensively customized.
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Figure 5. 
The ERP DW as the Corporate DW

No ERP DW

Although ERP vendors push their DWs, it is not mandatory for enterprises to use them, as long as they realize that they are "on their own" with regards to ERP reporting. It is still a viable alternative to build a custom DW infrastructure (see Figure 6). To decipher ERP data, enterprises would have to rely on the metadata supplied by third-party extraction, transformation and loading vendors or BI vendors, or their own knowledge of the highly complex ERP data model. This strategy precludes the use of the BI applications supplied by the ERP vendor. This strategy is worth considering when:
· The ERP data is a small percentage of the overall content required in the DW.

· The philosophy of the ERP DW doesn't match the enterprise philosophy for a DW, or it doesn't provide the flexibility the enterprise wants from a DW. 

· The objective of the DW is to support ad hoc and exploratory analysis.  

· Each line of business is responsible for its own BI applications, or the BI applications of the ERP vendor don't meet the requirements (they are too heavyweight or the business has already invested heavily in other non-ERP BI applications).


Figure 6. 
The Custom DW as the Corporate DW
The Custom DW and the ERP DW Exist as Peers

Many large enterprises already have a custom DW infrastructure when they are first confronted with the ERP DW. They tend to keep both, particularly when multiple departments are responsible for the different DWs (see Figure 7). This strategy enables the enterprise to leverage the ERP DW while not discarding the current DW infrastructure, but the cost and complexity can easily grow out of control. This approach may result in multiple and incomplete versions of the truth. Although this approach is not recommended, many enterprises will adopt it because:

· They have strong user support and significant investment in a custom DW.

· The custom DW is limited in scope, or the custom DW and ERP DW contain mutually exclusive subsets of data.

· The ERP system and its DW only support a subset of the business.
Figure 7. 
The Custom DW and the ERP DW Exist as Peers 

The Custom DW Feeds the ERP DW

If the enterprise is making aggressive use of the portal capabilities that ERP vendors offer, or the ERP vendor's BI applications will be the primary delivery mechanism for data analysis, there may still be a role for the current custom DW — it can feed the ERP DW (see Figure 8). This addresses many issues with non-ERP data integration in the ERP DW, but the enterprise has to maintain two DW infrastructures and retains the limitations of the ERP DW. This strategy should be considered when:

· Significant investment has already been made in data integration of non-ERP data.

· Analyses that fall outside of the ERP DW sweet spot will persist in the long term.

· There is a need to analyze massive amounts of data in more detail than the ERP system and ERP DW would typically handle (e.g., point-of-sale data in retail or call detail record data in telecom).
Figure 8. 
Custom DW Feeds ERP DW

The ERP DW Feeds the Custom DW

Because it typically only adds value in the ERP domain, enterprises may let the ERP DW feed the custom DW. They may feel pressured into using the ERP DW by the vendor. If the enterprise already has an established custom DW infrastructure that it is not willing to discard, the ERP DW can simply collect, cleanse and integrate the ERP data before passing it on (see Figure 9). This makes the custom DW dependent on the level of data detail housed in the ERP DW. 

If an enterprise does not have an established custom DW infrastructure, it might first implement the ERP DW to get the easy savings and decide whether it will become the corporate DW later. The drawback is that the enterprise must maintain two DW infrastructures. The strategy of an ERP DW feeding a custom DW should be considered when:

· There is a clear need for the ERP DW in the ERP domain and the ERP vendor's BI applications can be deployed without a lot of non-ERP data.

· There is a solid custom DW infrastructure for areas that are not driven by ERP.

· The enterprise wishes to postpone the decision of whether to standardize on the ERP DW.

· The ERP package does not dominate the enterprise (i.e., there is a broader application portfolio in place).

Figure 9. 
The ERP DW Feeds The Custom DW

Implementation and Maintenance

Steps to Implementation

Toolset selection (e.g., ETT, OLAP, BI) is only a small component of an overall data warehouse framework. First and foremost you must know your business’s requirements and build your business case.  Without the necessary champion and business case justification your data warehouse project will be at risk from the outset. Data warehouse projects require money and commitment. Usually, the time required to establish a fully functional data warehouse is measured in years.   

· Identify the executive level sponsor that will champion the data warehouse activities throughout its lifecycle.

· Develop a strategy using the data warehouse and business intelligence framework provided in this paper.  Elements of such a strategy include a decision support requirements, data warehouse repository, metadata management tools, change management plan, information assurance, implementation plan and migration plans.

· Further define the user report and analysis requirements to determine:

· Data dictionary requirements

· Data warehouse data element subsets

· Cleansing, transformation requirements

· Capacity/partition requirement

· Data warehouse archive, purge, query, retention and restore policies

· Security and access requirements

· Data policies.

Organizations should use total cost of ownership (TCO) models to estimate the costs of implementing technical solutions.  A TCO model reflects all the costs associated with the acquisition and implementation of a technical solution (some of these costs will be absorbed in the existing expenses of the organization; some will be "new" costs requiring an additional allocation of funds). The following areas should be considered in the business case analysis: 

· Hardware and System Software servers, storage, backups, peripherals, etc. initial license, ongoing upgrade/maintenance fees, installation consulting and training for operating system software, etc.

· Application Software initial license, ongoing upgrade/maintenance fees, installation consulting and training.

· Labor: External services (fees, travel expenses) consultants, individual contractors, temporary staff, etc.  

· Labor: Internal staff (burdened rate, travel) IS, business unit staff assigned to project, executive time for project review meetings, business process development time, end-user training time, ongoing technical support, program management.

· Training both "how to use" for end-users and technical training for the IT team.  End-users will require some minimal level of training to effectively use the products associated with the data warehouse. The technical team will require significant training.  

· Overhead allocations for facilities, project workspace, infrastructure, etc.

Determine the skill sets that are necessary to design, implement, and maintain the data warehouse activities.  Develop a strategy to supplement the necessary skill sets through consulting support.

Another important point is that the data warehouse needs to be established either first or in parallel with the first data marts.  Don’t implement independent data marts.  They will begin to multiply and become a management nightmare Create the data warehouse first, and then add data marts.

Some guidelines to follow when implementing and using data marts are:

· Data marts should not be used as a replacement for accessing the data warehouse.

· Data marts should be used when there are unique local rules or the need for integration of local data.

· The data mart and data warehouse are not mutually exclusive.  The data mart is/should be a component of the data warehouse architecture.  

· The data warehouse and data mart architecture need to be centrally coordinated to make sure that the goals of the organization are in sight.

· The costs associated with implementing each data mart, which makes the data architecture much more complex, need to be understood and compared with directly accessing the data warehouse.

Particular attention needs to be paid to Information Assurance when designing a Data Warehouse.  Specific concerns include aggregation of data, ensuring maintenance of sensitivity levels of information from different sources, and inheritance of information assurance requirements from source application systems.

Finally, conduct scripted demos with short listed vendors based on architecture guidelines.  This will enable any organization to further verify that the functionality provided by these vendors does indeed meet their requirements.

Data Warehouse Key Performance Metrics

As in any enterprise system, Key Performance Metrics (KPM) is a necessary component that is mapped to the over all success of the system. Performance in an EDW is multi-dimensional. As an example, the end user may perceive slow or long wait time for a query to be a performance problem within the EDW. In fact it can be several different problems or just one, such as network bandwidth. Network bandwidth may not be a direct problem with the EDW, but is in fact directly affecting the EDW’s ability to respond to the query in a perceived timely manner.  

There are many other characteristics of a high-performance EDW. See figure 1.7. These must be equated to the enterprise and used to measure the performance through out the life cycle of the EDW. Many are time based. The Key Performance Metrics are:

· Data Extraction Time

· Data Scrubbing Time

· Query Response Time

· Data Delivery Time

· Number of Users

· Query Complexity

· Network Topology

· Backup/Recovery Time

· Data Load Time

· Data Transformation Time

Relevance to the Future Logistics Environment

Summary of Guiding Principles

6. Enterprises should take a pragmatic approach to planning and deploying EDWs and ERP DWs.  Enterprises that view data warehousing as tactical and require mostly routine, operational reporting are more likely to establish ERP DWs as their single corporate DWs. Larger enterprises typically have diverse application portfolios and will, therefore, tend to maintain multiple DW infrastructures (EDW, ERP DW and a custom DW). In all cases, the data sources, the style of data analysis, the fit of packaged content and investments in the current DW infrastructure must be weighed to determine the optimal role of an ERP DW.

Appendix A

PROGRAM MANAGEMENT SKILL SETS

	Program Executive Officer
	Program Manager

	Leadership Skills

· Team building & collaboration
· Strategic perspective
· Ability to coach and empower
· Ability to build strong relationship with business partners
· Manage internal and external stakeholder relationships
· Provides clear direction
· Ability to stand by decisions in the face of adversity
· Champions change

	Leadership Skills

· Team building & collaboration

· Ability to form and motivate highly productive teams

· Delegate tasks and responsibilities and hold others accountable 

· Surfacing and resolving ‘people’ problems and conflicts

· Supportive of colleagues

· Champions change

· Provides clear direction


	Professional Skills

· Respected inside and outside the organization
· Understanding of the organization’s mission and goals
· Clear understanding of the work to be done and seeing ‘the big picture’
· 
	Professional Skills

· Respected with the organization 

· Understanding of the organization and program leadership mission and goals
· Ability to communicate effectively with a diverse team and across business functions

· Managing ‘up’ in accordance with the style of leadership

· Strong organizational skills



	Managerial Skills

· Ability to make prompt decision and resolve issues
· Establishing a scope baseline and managing to it


	Managerial Skills

· Manage day to day project activities according to best business practices

· Manage resources at the project level
· Setting and communicating performance standards
· Engage senior leadership to provide direction at appropriate junctures
· Ability resolve issues
· Asses and proactively manage risk
· Establish a plan and manage to it
· Accomplishing tasks through others without direct authority

	Technical Skills

· Formal training i.e. DAWIA Level 3 certification

· Managed at least one large program preferably impacting organizational change

· Level of knowledge and experience with contract approaches i.e. T&M, Fixed Fee
	Technical Skills

· Formal training i.e. DSMC Level 3

· Managed at least one large, complex program

· Level of knowledge and understanding with technology being implemented

· Level of knowledge with contract approach i.e. T&M, Fixed Fee
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� Anahory, Sam, and Murray, Dennis. (1997).  Data Warehousing in The Real World. (p. 81). Addison-Wesley.
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